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Abstract—Automatic facial emotion recognition, despite
deep learning advancements, faces challenges with large
manually annotated datasets and demographic imbalance.
While visual-language models (VLMs) show promise in
aligning visual and textual emotion data, content-based
facial emotion retrieval is underexplored, and larger mod-
els exhibit demographic sensitivity. This study introduces
Facial INtensity of Emotions (FINE), the first large-scale
dataset balancing gender, race, and Ekman’s six emotions,
across four intensity of emotion levels. We propose a
retrieval protocol and baseline using fine-tuned contrastive
language-image pre-training-based VLMs, demonstrating
that fine-tuning on FINE consistently improves accuracy
and reduces performance variance across demographics
and emotion classes, thereby mitigating representation bias.
However, misclassification rates still increase at the highest
intensity levels even after fine-tuning, indicating expression
magnitude remains an open challenge. This work confirms
fine-tuning’s value in enhancing generalization and reduc-
ing variability in emotion retrieval, establishing FINE as a
robust benchmark.

I. INTRODUCTION

Paul Ekman’s seminal work in the mid-20th century
demonstrated the universality of six basic emotions and
their characteristic facial expressions, laying the theoret-
ical groundwork for automatic emotion analysis [1].

Based on Ekman’s work, early computational methods
relied on handcrafted descriptors to encode facial texture
and geometry in the way of face emotion recogni-
tion [2]. More recently, deep learning (DL) yielded
substantial gains in accuracy on benchmarks like Af-
fectNet and FERPlus [3], [4]. Early DL models for
facial emotion recognition relied on fully supervised
training on large, manually annotated datasets, which
constrained scalability due to the high cost of labeling.
To address this, weakly and semi-supervised frameworks
have been proposed to leverage noisy or incomplete
annotations, improving data efficiency without relying
solely on exhaustive manual labeling [5], [6]. Self-
supervised learning has further advanced the field by

§Equal contribution.

enabling models to learn transferable facial representa-
tions through proxy objectives without requiring explicit
emotion labels [7], [8]. Building on these developments,
foundation models pretrained on large-scale multimodal
corpora, particularly visual-language models (VLMs),
have demonstrated strong zero-shot and few-shot capa-
bilities in emotion recognition by aligning visual and
textual modalities [9].

Recent studies have proposed novel adaptations of
VLMs to improve facial emotion recognition. FER-
Former [11] integrates convolutional neural network
(CNN)-based pyramidal features with transformer-based
global semantics to capture fine-grained emotional cues.
It further introduces heterogeneous supervision, com-
bining discrete emotion labels with soft targets derived
from contrastive language-image pre-training (CLIP)-
generated embeddings [12] to mitigate annotation ambi-
guity. FERNIE-ViL [13] enhances vision-language rea-
soning by injecting facial expression priors into the
visual encoder of ERNIE-ViL, leading to improved per-
formance on emotion-sensitive tasks such as visual ques-
tion answering. Ren et al. [14] proposed a fine-grained
alignment strategy that connects facial regions with
descriptive emotion queries, allowing precise expression
monitoring via region-level vision-language correspon-
dence. Other approaches focus on prompt-based and
context-aware strategies to enhance emotion recognition.
MLPER [15] introduces adaptive multi-level prompts to
guide VLMs in identifying subtle emotional cues. In
a related effort, Etesam et al. [16] propose a context-
aware framework that models the relationships among
the subject, the surrounding scene, and co-occurring
objects. Li et al. [17] explored the CLIP to introduce
a model that connects facial expression recognition to
multiple textual descriptors.

Despite substantial progress in facial-emotion recog-
nition, content-based facial-emotion retrieval remains
largely unexamined, even though both tasks rely on
closely related representations.979-8-3315-8951-6/25/$31.00 ©2025 IEEE
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Fig. 1: Construction of the FINE dataset: (I) Neutral facial images were collected from the AffectNet dataset [10]
and (II) categorized by race and gender; (III) based on these labeled neutral faces, new synthetic images were
generated representing six types of emotional expressions, aligned with Ekman’s basic emotion categories, at four
intensity levels (0.3, 0.5, 0.7, and 1.0); (IV) FINE was balanced across emotion, race, and gender, also considering
intensities.

A. Contributions

This work makes two main contributions toward ad-
vancing content-based facial-emotion retrieval: (1) FINE
dataset: Facial INtensity of Emotions (FINE), the first
large-scale collection that (i) balances gender and race
across the six Ekman emotions, and (ii) offers four
discrete intensity levels per sample, generated with
GANmut [18] to preserve facial identity; (2) retrieval
protocol and baseline: a retrieval benchmark—recall@k
and top-1 accuracy for FINE, providing strong baselines
using CLIP-based VLMs with Vision Transformer (ViT)
encoders, evaluated in both zero-shot and fine-tuned
modes.

II. FACIAL INTENSITY OF EMOTION DATASET

Figure 1 outlines the pipeline developed to assemble
the FINE dataset. In the first stage (Fig. 1-I), 74,874
neutral-expression images were extracted from AffectNet
[10]. These images were then automatically categorized
by race (asian, black, white) and gender (male, female)
with a pretrained YOLO11 classifier [19] that infers
demographic attributes from facial morphology (Fig.
1-II). Samples receiving ambiguous or low-confidence
predictions were removed, yielding a curated set of
49,253 neutral faces with reliable race-and-gender la-
bels. In the subsequent stage (Fig. 1-III), each demo-
graphically labeled neutral face was transformed into
synthetic emotional counterparts using GANmut [18],
a generative adversarial network tailored to animate
neutral portraits with realistic expressions. For every
image, GANmut produced the six Ekman’s basic emo-
tions (happiness, sadness, disgust, surprise, fear, and
anger), at four intensity levels driven by the parameter

ρ ∈ {0.3, 0.5, 0.7, 1.0}; larger ρ values yield more
pronounced expressions. In the final stage (Fig. 1-IV),
all race–gender strata were downsampled to match the
smallest group (black females, with 1,354 neutral im-
ages). Accordingly, a single intensity tier contains 48,744
images (1,354 × 6 race–gender strata × 6 emotions),
and aggregating the four intensity levels results in a final
FINE corpus of 194,976 images.

Table I shows only FINE as a dataset to pair demo-
graphic labels with strict balance across race, gender, and
the six Ekman’s emotions while also offering multi-level
intensity annotations. In contrast, popular corpora such
as EmotioNet [20], AffectNet [10], and RAF-DB [21]
either lack demographic metadata or display pronounced
class skew, limiting their value for fairness studies. By
filling these gaps, FINE provides a controlled bench-
mark for developing and evaluating emotion-recognition
models that are both fairness-aware and sensitive to
expression intensity.

III. VLM APPLIED IN FACE EMOTION RETRIEVAL

VLMs are designed to learn joint representations
between visual and textual modalities, enabling semantic
alignment across these domains. The main challenge
in this context is capturing subtle emotional cues from
facial expressions, which demands fine-grained visual
understanding combined with precise textual ground-
ing [17]. The VLM adopted in this study is CLIP,
selected for its dual-encoder architecture that indepen-
dently encodes images and texts into a shared embed-
ding space. This design enables efficient computation of
cosine similarity between image and text embeddings, as
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TABLE I: Comparison of facial expression datasets from
papers published in the last 10 years, based on charac-
teristics of race, gender, emotion annotations, expression
intensity, and dataset balance.

Dataset (Year) Imgs* R* G* E* I* B*
CelebA (2015) [22] 200K ✓ ✓
LFWA+ (2015) [22] 13,233 ✓ ✓
EmotioNet (2016) [20] 1M ✓
AffectNet (2017) [10] 1M+ ✓ ✓
RAF-DB (2017) [21] 29,672 ✓ ✓ ✓
UTKFace (2017) [23] 20K+ ✓ ✓
ExpW (2018) [24] 91,793 ✓
FairFace (2021) [25] 108,501 ✓ ✓ ✓
FINE (Ours) 194,976 ✓ ✓ ✓ ✓ ✓
* Imgs: Number of images; R: Race; G: Gender; E: Emotion;

I: Intensity; B: Balance.
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Fig. 2: General architecture of a VLM for face emotion
retrieval. In our study, CLIP was used considering three
different backbones: ViT-B/16, ViT-B/32, and ViT-L/14.

illustrated in Fig. 2. This similarity score is represented
as

sim(v, t) =
v · t

|v| × |t|
, (1)

where v is the image embedding, t is the text embed-
ding, and |v| and |t| are their respective L2-norms. This
formulation ensures that the similarity score sim(v, t)
ranges from -1 to 1. Higher similarity scores indicate
greater correspondence between the facial image and the
described emotion.

For the fine-tuning process, CLIP employs a con-
trastive learning approach that updates the weights of
both visual and textual encoders to improve the align-
ment between modalities. The optimization relies on the
InfoNCE loss, defined as

L = − 1

N

N∑
i=1

log
exp(sim(vi, ti)/τ)∑

j = 1N exp(sim(vi, tj)/τ)
, (2)

where N is the batch size, vi and ti are the image
and text embeddings of the i-th positive pair, and τ
is a learnable temperature parameter that controls the
concentration of the distribution.

CLIP was employed here considering three ViT mod-
els: ViT-B/16, ViT-B/32, and ViT-L/14. All variants were
pre-trained on 400 million image-text pairs from the
web-scale WIT dataset [12]. Each model has distinct
characteristics: ViT-B/32 is the smallest, with 87 million
parameters and an input resolution of 224× 224 pixels;
ViT-B/16 is intermediate, with 149 million parameters
and the same input resolution, but benefits from a smaller
patch size that enhances spatial resolution and overall
performance; ViT-L/14 is the largest model, with 428
million parameters and requires a higher input resolution
of 336× 336 pixels.

IV. EXPERIMENTAL RESULTS

A. Methodology

a) Dataset: Experiments were conducted on our
FINE dataset. In the first experiment, we used the
subset with maximum expression intensity (ρ = 1.0),
comprising 48,744 images evenly distributed across six
emotions, three racial groups, and two genders. The data
were randomly partitioned into 70% for training (34,128
images) and 30% for testing (14,616 images), preserving
the demographic balance in each split.

b) Backbones and CLIP architecture: We adopted
the dual-encoder formulation of CLIP, fine-tuning three
backbones: ViT-B/16, ViT-B/32 and ViT-L/14. During
this step, the parameters of both the image and text en-
coders were updated simultaneously so that the resulting
embeddings remain co-aligned in a shared latent space
RD. Image branch: Each face image is resized to 224 ×
224 pixels, augmented with random horizontal flips, and
passed through the selected ViT encoder to produce an
ℓ2-normalised vector I ∈ RD. Text branch: A templated
caption is generated for every training image, e.g., “a
happy black woman”, so that emotion, race, and gender
are explicitly encoded in the prompt. The sentence is
tokenised and transformed by CLIP text transformer
into a normalised embedding T ∈ RD. The model
is optimized with the symmetric InfoNCE loss, which
maximises cosine similarity within each mini-batch.

c) Retrieval pipeline: At test time, a textual query
(e.g., “a surprised Asian male”) is embedded by the
text encoder, yielding Tq. All images in the gallery set
are fed to the image encoder to obtain {I1, . . . , IN}.
Retrieval scores are provided by the cosine similarities
In ·Tq; gallery items are ranked in descending order of
these scores, and the top-K images are returned to the
user.

d) Evaluation metrics: Performance is quantified
with two standard retrieval measures: Recall@K, the
fraction of the 408 ground-truth matches (6 emotions × 3
races × 2 genders = 36 templates, each with 408 positive
images) that appear among the top-K results. We report
K∈ {1, 5, 10, 50}; and, Top-K accuracy, the accuracy
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Fig. 3: Performance comparison of CLIP models (mRecall@k) across various Ekman emotions. Prior to fine-tuning
for: (a) CLIP (ViT-B/16), (b) CLIP (ViT-B/32), and (c) CLIP (ViT-L/14). Post fine-tuning for: (d) CLIP (ViT-B/16),
(e) for CLIP (ViT-B/32), and (f) CLIP (ViT-L/14).

at rank K, computed as the number of correct items
in the first K positions divided by the gallery size. We
highlighted here Top-1, which asks whether the single
highest-ranked image is relevant. This protocol evaluates
both depth of retrieval (via Recall@K) and cross-modal
alignment (via Top-1).

B. Implementation details

All experiments were implemented in PyTorch 2.5.1.
Training and evaluation ran on a workstation with an
AMD Ryzen 9 9950X CPU, 96 GB RAM, and an
NVIDIA RTX 4070 Ti Super (16 GB VRAM). Models
were optimized with AdamW, learning rate = 1× 10−4,
and weight-decay = 1×10−2. Batch size was set to 16 for
ViT-B/16 and ViT-B/32, and to 4 for ViT-L/14, this later
because it requires the larger memory footprint. Each
model was trained for 100 epochs using mixed-precision
(FP16) arithmetic to reduce GPU memory usage and
accelerate throughput.

C. Result analysis

All metrics are averaged over six text queries per
emotion so that every combination of race and gender is
represented. We first report retrieval breadth via recall@
K, then analyze Top-1 precision with respect to emotion
intensity and demographic attributes.

Figure 3 depicts the recall curves of the three CLIP
backbones before (top row) and after (bottom row)
fine-tuning on FINE. It is noteworthy that fine-tuning
yields uniform gains across emotions: ViT-B/16 achieves
+41.8% (0.30 → 0.43), ViT-B/32 achieves +49.6% (0.21
→ 0.31), and ViT-L/14 achieves +65.6% absolute at
K=408 (0.26 → 0.42). Additionally, dispersion across
the six emotions decreased, with the standard deviation
of recall@408 (max) reduced by 67.6% (B/16), 11.6%
(B/32), and 34.9% (L/14). This indicates that fine-tuning
not only improves overall coverage but also yields more
balanced performance across emotional classes.

Figure 4 summarizes Top-1 accuracy for four intensity
levels of emotion (ρ ∈ {0.3, 0.5, 0.7, 1.0}). Three pat-
terns appear from this: Monotonic gains for happiness,
sadness, and fear with accuracy peaks at the highest
intensity; intensity sensitivity for disgust and surprise,
the performance declines at ρ = 1.0, suggesting that
exaggerated facial cues blur semantic boundaries be-
tween expressions; and, optimal mid-range for anger
where the best result occurs at ρ = 0.7, and further
amplification reduces accuracy, likely because synthetic
features deviate from natural morphology. These trends
reveal a trade-off between expression clarity and over-
saturation: intensities that depart too far from realistic
patterns can hinder retrieval.
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Fig. 4: Heatmap of top-1 accuracy results across different emotional intensity levels (ρ) for each of Paul Ekman’s
emotions, with ρ values of 0.3, 0.5, 0.7, and 1.0.

TABLE II: Mean top-1 accuracy for race evaluation.

Race Asian Black White
Finetuning w/o w/ w/o w/ w/o w/
CLIP (ViT-B16) 0.58 0.58 0.50 0.83 0.50 0.92
CLIP (ViT-B32) 0.58 0.67 0.42 0.58 0.42 0.92
CLIP (ViT-L14) 0.92 0.67 0.75 1.00 0.75 0.58

TABLE III: Mean top-1 accuracy for gender evaluation.

Gender Male Female
Finetuning w/o w/ w/o w/
CLIP (ViT-B16) 0.56 0.83 0.50 0.72
CLIP (ViT-B32) 0.39 0.67 0.56 0.78
CLIP (ViT-L14) 0.67 0.72 0.94 0.78

Table II reveals that fine-tuning generally mitigates
racial bias for the smaller backbones. In both ViT-
B16 and ViT-B32, accuracy for the Black and White
subgroups rises sharply (ViT-B32: 0.42 → 0.58 and
0.42 → 0.92), and the Asian subgroup is maintained or
modestly improved. For the largest backbone (ViT-L/14),
fine-tuning markedly improved retrieval performance for
the Black category (0.75 → 1.00), although accuracy for
the Asian and White categories declined. A parallel trend
is observed in Table III. Fine-tuning substantially boosts
male accuracy for all models (ViT-B16: 0.56 → 0.83),
while female accuracy is preserved or improved for the
smaller backbones (ViT-B16 and ViT-B32); however, it
is worth noting that ViT-L14 (0.94 → 0.78) presents a
moderate reduction.

D. Discussion

Considering mRecall@k, the results demonstrate that
fine-tuning substantially improves the ability of VLMs to
handle emotion retrieval tasks, particularly by enhancing
generalization and reducing variability across emotional

categories. Considering top-1 accuracy, however, the
findings also highlight that this improvement is not
uniform across all conditions. The sensitivity of the
largest model to demographic shifts suggests potential
overfitting of the CLIP with ViT-L, likely stemming from
the imbalance between the number of parameters and the
size of the training data.

The analysis of emotional intensity further reveals that
while amplifying expressions can enhance performance
for some emotions, it introduces ambiguity for others,
indicating that emotion retrieval (object similarity) is
inherently nonlinear and context-dependent. This sug-
gests that models may benefit from mechanisms that
dynamically adapt to the degree of emotional expression
rather than treating intensity uniformly.

Persistent sensitivities in certain subgroups indicate
that, while demographic balancing is beneficial, it may
not fully address deeper representational biases inherent
to the model architecture or pre-training. These biases
may also arise from the synthetic generation of expres-
sions by GANmut, underscoring the need for further
validation on real-world footage to ensure consistent
applicability in the field. Building on these observations,
future work should prioritize more adaptive fine-tuning
strategies and the integration of fairness-aware learning
objectives to ensure that gains in accuracy are achieved
without compromising equity across diverse populations.

V. CONCLUSION

This study introduces FINE, the first facial-expression
dataset that is simultaneously balanced by race, gender,
emotion class, and graded intensity. By fine-tuning three
CLIP models on FINE, we found out that (i) recall
and Top-1 precision rose across all backbones, while
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performance spread between emotions narrowed, con-
firming the efficacy of balanced, intensity-aware fine-
tuning, (ii) balanced training data reduced accuracy gaps
across racial and gender subgroups, indicating progress
toward more equitable emotion retrieval, (iii) anger,
sadness, and happiness remained the easiest to detect,
yet moderate intensities (ρ = 0.7) proved optimal for
disgust, surprise, and anger, suggesting an upper limit
beyond which exaggerated cues hinder retrieval, and, (iv)
adapting CLIP yields state-of-the-art results in purely
visual emotion retrieval, opening a promising research
direction.

Two limitations merit further investigation: First, fully
manual verification of the demographic labels could
sharpen model performance and bias analysis, and, sec-
ond, optimal intensity thresholds seems to be emotion-
dependent; systematic calibration might unlock addi-
tional gains. Future research will extend FINE to under-
studied populations and social contexts, and explore
continuous-intensity modeling to better capture real-
world expression variability. Yet, further validation on
real-world datasets, particularly those capturing diverse
levels of emotion intensity, is necessary.
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[16] Y. Etesam, N. Yalçın, C. Zhang, and A. Lim, “Contextual
emotion recognition using large vision language models,” in
IEEE/RSJ International Conference on Intelligent Robots and
Systems (IROS), 2024, pp. 4769–4776.

[17] H. Li, H. Niu, Z. Zhu, and F. Zhao, “Cliper: A unified vision-
language framework for in-the-wild facial expression recogni-
tion,” in IEEE International Conference on Multimedia and Expo
(ICME), 2024, pp. 1–6.

[18] S. d’Apolito, D. P. Paudel, Z. Huang, A. Romero, and L. V. Gool,
“Ganmut: Learning interpretable conditional space for gamut of
emotions,” in IEEE/CVF Conference on Computer Vision and
Pattern Recognition (CVPR), 2021, pp. 568–577.

[19] G. Jocher and J. Qiu, “Ultralytics yolo11,” 2024. [Online].
Available: https://github.com/ultralytics/ultralytics

[20] C. F. Benitez-Quiroz, R. Srinivasan, and A. M. Martinez, “Emo-
tionet: An accurate, real-time algorithm for the automatic anno-
tation of a million facial expressions in the wild,” in IEEE Con-
ference on Computer Vision and Pattern Recognition (CVPR),
2016, pp. 5562–5570.

[21] S. Li, W. Deng, and J. Du, “Reliable crowdsourcing and deep
locality-preserving learning for expression recognition in the
wild,” in IEEE Conference on Computer Vision and Pattern
Recognition (CVPR), 2017, pp. 2584–2593.

[22] Z. Liu, P. Luo, X. Wang, and X. Tang, “Deep learning face
attributes in the wild,” in IEEE International Conference on
Computer Vision (ICCV), ser. ICCV ’15. USA: IEEE Computer
Society, 2015, pp. 3730–3738.

[23] Z. Zhang, “Utkface: A large-scale face dataset with age, gender
and ethnicity labels,” https://susanqq.github.io/UTKFace/, 2017,
accessed: 2025-06-26.

[24] Z. Zhang, P. Luo, C. C. Loy, and X. Tang, “From facial
expression recognition to interpersonal relation prediction,” Int.
J. Comput. Vision, vol. 126, no. 5, pp. 550–569, May 2018.
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