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Abstract—Forensic dentistry has traditionally relied on bone
or dental indicators, primarily utilizing dental radiographs, for
age estimation. However, limited research has been conducted on
automatic age estimation on panoramic images, needing a reeval-
uation of the existing methodologies to assess the performance
of computer-based methods. This study proposes to revisit the
analysis of age estimation methods using panoramic dental radio-
graphs. We have curated the largest publicly available dataset of
panoramic dental images, encompassing diverse dental conditions
and age ranges. Specifically, our study focuses on evaluating three
distinct classes of deep-learning architectures: ViT, ConvNeXt-
V2, and EfficientNets, employing a comprehensive to assess their
performances that better favor reproducibility. By comparing our
approach with existing studies in the literature, we offer valuable
insights for forensic investigations in the field of age estimation.

I. INTRODUCTION

Forensic science uses age estimation to identify unaccom-
panied refugees who may be minors, individuals undergoing
adoption processes, or bodies in an advanced state of de-
composition with no proven age [1]. Particularly in dentistry,
teeth and jaws are key indicators of age due to their physical
durability and ability to withstand forces longer than other
tissues in the body. Consequently, they have become a primary
focus of research in determining an individual’s age, alongside
various other methods and structures available for examination
[2]. These indicators follow a defined progression during youth
development, thus allowing manual inspection methods to ac-
curately estimate the age. Estimating age accurately becomes
more challenging when dealing with adults or seniors. In these
cases, achieving the same level of precision becomes more
difficult.

In the analysis of the dental arch for age estimation, dental
radiography is the main technique commonly used by forensic
scientists [3]. It requires high time demands and is gender
and ethnicity dependent. Therefore, automated methods that do
not require human inference represent an advance in forensic
dentistry.

II. RELATED WORKS

In the literature, studies were found that use dental radio-
graphs for age estimation that is based on the mineralization
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stages of the teeth [4], dental development [5], [6], and the
phase of tooth eruption [7]. A method was developed based
on the knowledge that the dental pulp cavity is reduced with
advancing age due to secondary dentin deposition. They use
a set of ratios between pulp, root, and tooth dimensions to
build an age estimation model [4]. Cameriere et al. (2006)
[6] explored the relationship between open apices in tooth
roots and chronological age. They specifically focused on
measuring the distance between open apices in unrooted and
multirooted teeth, using a regression formula to estimate age.
Al-Qahtani (2010) [7] developed a method for studying erup-
tive chronology, involving the placement of individuals within
predetermined stages of a scheme associated with specific
age intervals. This approach ensures that the individual’s
placement does not align with a preconceived pattern.

Although teeth eruption and development chronology meth-
ods work well in manually estimating the age of a child or
adolescent and are widely used in the scientific community,
these methods can not provide detailed information about the
age of adults [6], [8]. Indeed, the methods based on the stages
of mineralization of teeth adopted in individuals in adulthood
suffer from interferences of ethnic factors when applied to non-
European populations [9]. In addition, methods of eruption
chronology, developmental stages, and tooth mineralization
depend on manual measurements or classifications, which
require time and effort. The high estimated time requirements
of conventional methods are a significant limitation due to
the sample size required to obtain methodological satisfactory
results.

In recent years, with advances in computer vision, repetitive
medical tasks that use images are being given tools to be
automated or semi-automated. Most proposals for automating
these tasks employ deep learning (DL) techniques. These
techniques are capable of automatically extracting rich features
from images, being applied in a wide selection of dentistry
involving dental radiographs, such as segmentation of the
dental region [10]-[12]; the detection and classification of
individual teeth [13], [14]; sex estimation [15]; detection of
previous treatment, e.g., endodontics [16]; and the diagnosis
of osteoporosis [17] and jaw tumors [18].

Table I provides an overview of the current state-of-the-art
studies in automatic age estimation. These approaches have



TABLE I
SUMMARY OF STATE-OF-THE-ART WORKS ON AGE ESTIMATION OVER PANORAMIC RADIOGRAPHS. NETWORK ARCHITECTURES IN BOLD ARE THOSE
WITH BEST RESULTS IN EACH STUDY.

Reference Age group Network arch. #lmages  Average age  Dataset Evaluation
available (MAE)

[19] 15-40 (years) DANet, DASNet 2,289 21.3 No 2.84

[20] 18-90 (years) DenseNet201, InceptionResNetV2, ResNet50, VGG-16, 4,035 38.17 No 3.96
VGG19, Xception

[21] 8-68 (years) ResNet50V2,  DenseNet201, MobileNetV2, VGGI6, 1,332 - No 3.13
EffNetB2, InceptionV3

Ours 1-90 (years) ConvNeXt-V2, ViT, EfficientNetV2-S, EfficientNetV2-L, Ef- 7,666 32.27 Yes 4.26

ficientNet BO, EfficientNet B7

used datasets ranging from 1,332 to 4,035 images. In our study,
we have expanded upon this by incorporating a larger dataset
of 7,666 panoramic dental radiographs. Previous works have
reported mean absolute errors (MAE) ranging from 2.84 to
3.96 years in their experiments. However, it is important to
note that they often had limited age ranges. For example, [21]
specifically focuses on individuals aged 8 to 68 years, whereas
our dataset encompasses an age range of 1 to 90 years. In
[19], the average age is in 21.3 years, whereas our dataset is
in 32.27 years. Although Miloseivic et al. (2022) [20] work
with an average age slightly higher, the size of their dataset is
just approximately 50% of ours. Due to the unavailability of
their datasets, it is not possible to directly compare our results,
as there are inherent dissimilarities between the datasets and
their respective network performances.

III. CONTRIBUTION

In this article, we present a comprehensive methodological
approach to explore and compare regression-based neural
networks in the context of dental age estimation on panoramic
radiographs. To ensure a rigorous evaluation, we have carefully
selected various pre-optimized network architectures, focusing
on assessing their performance and generalization abilities.
Additionally, we have gathered a larger publicly available
dataset (upon article acceptance), making it accessible to other
researchers for fair comparisons and future advancements in
the field. To evaluate the age estimation using deep-learning
networks applied to panoramic radiographs, we employ a
k-fold cross-validation approach. By systematically dividing
the dataset into multiple folds and iteratively training and
evaluating leave-one-out models on different subsets, we have
obtained more reliable and unbiased insights into their perfor-
mance.

It is important to note that our approach aims to apply
robust methodological steps to evaluate the generalization
ability of the selected networks. We have carefully chosen
a variety of network architectures to ensure a comprehensive
evaluation without overwhelming the benchmarking process
with an excessive number of methods. Overall, our study
provides a thorough and systematic analysis of ConvNeXt-V2,
ViT, and EfficientNets in dental age estimation while offering
a publicly accessible dataset.

IV. MATERIALS AND METHODS

This section presents the methodology employed to train the
networks using panoramic radiographs, using a k-fold cross-
validation approach. We describe the architectures utilized in
the study and outline the transfer learning process, which
involves training the panoramic radiograph dataset using pre-
trained ImageNet [22] weights.

A. Dataset and pre-processing

Our dataset consists of 7,666 panoramic radiographs. All
images were annotated with age, gender and anonymized,
among which 4,621 are female and 3,045 are male samples
from Brazilian patients. As the images are taken from different
equipment, the resulting images have non-standard dimen-
sions. As a consequence, each image has been resized to 600
x 600 px for EfficientNetV2 while for ViT, ConvNeXt-V2,
EfficientNet B0, and EfficientNet B7 images of 224 x 224 px
were used. Image samples from the dataset by age groups can
be seen in Figure IV-A.

The dataset used in this study was carefully collected
to ensure its representativeness in real-world scenarios. To
maintain authenticity, no artificial enhancement or synthetic
high-quality images were included. The dataset comprises a
diverse range of panoramic radiographs showcasing various
dental conditions commonly encountered in clinical practice.
The age range of the database is from 1 to 90 years, with
a proportion of 60.12% of women and 39.87% of men. The
distribution of samples by age and sex is shown in Table II.

Data were randomly divided into two subsets: training and
test sets. The split was set up for each set with the same age
ratio as the entire database. Therefore, the training data were
separated into four subsets to use the k-fold cross-validation
technique. These subsets are sampled uniformly from the
dataset, thus preserving the age and sex distribution across
all subsets of age groups.

B. Trained models

In order to explore the effectiveness of different types of
network architectures for age estimation, the study investigates
several types of existing network architectures. These networks
are pre-trained with weights obtained from the Imagenet
database [22]. By utilizing pre-trained weights, the models
can benefit from the general knowledge and feature extraction
capabilities learned from the vast amount of diverse images.
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Fig. 1.
missing teeth, and dental corrections.

TABLE II
SUMMARY OF DATA PANORAMIC RADIOGRAPHS DATA PER AGE GROUP
AND GENDER
Age group Male Female  Total
1-10 350 362 712
11-20 570 808 1378
21-30 726 1194 1920
31-40 529 838 1367
41-50 393 636 1029
51-60 259 459 718
61-70 146 217 363
71-80 55 77 132
81-90 17 30 47
Total 3,045 4,621 7,666

Next, we briefly present the main characteristics of the neural
network classes used to benchmark our dataset.

1) ConvNeXt-V2: ConvNeXt-V2 [23] is an architecture
that combines ConvNet models with masked autoencoders to
improve performance and scaling capabilities. The ConvNeXt-
V2 architecture was designed to capture complex spatial
dependencies in an efficient and scalable manner by utilizing
grouped convolutions. It uses convolution blocks parallel to
different filter sizes to capture information at various scales.
This approach allows the model to learn detailed and contex-
tual features at the same time.

2) Vision Transformer: Vision Transformer (ViT) [24] does
not use convolutional layers like traditional convolutional
neural networks (CNNs). Instead, it relies on the self-attention
mechanism of the Transformer [25] to capture spatial relation-
ships between the patches. ViT breaks the image into patches
and treats them as input sequences for a transformer model.
It uses attention to capture relationships between patches
and learns the visual representation through training on large
datasets.

3) EfficientNet: EfficientNet (EffNet) [26] is a family of
convolutional neural network architectures known for their
efficiency in terms of model size and computational resources.
The EfficientNet family consists of different variants, denoted
as EfficientNet BO is the base model of the family and is
smaller and lighter in terms of parameters and representational
capacity. On the other hand, EfficientNet B7 is a bigger and

31-40

81-90

Samples of panoramic dental radiographs per sex and age group taken from our dataset. Images of older individuals tend to have more damage,

deeper version with more parameters and learning ability.
Each variant has different scaling coefficients and model
sizes, allowing users to choose the appropriate model based
on the available resources and the desired trade-off between
accuracy and computational efficiency. The EfficientNet family
uses a neural network optimization method called AutoML,
which finds the best balance between network depth, width,
and resolution for efficient performance on various computer
vision tasks.

EfficientNetV2 [27] is a second version of the original
EfficientNet architecture. It achieves faster training and infer-
ence speeds compared to the original EfficientNet while main-
taining or even surpassing the performance. EfficientNetV2
offers pre-trained variants with different model sizes (Small,
Medium, and Larger) of different amounts of parameters.
EfficientNetV2-S is a smaller version designed to be compu-
tationally efficient, while EfficientNetV2-L is a larger, more
powerful version with more representation capability. Both
versions of EfficientNet use the compound scaling technique,
which optimizes the balance between network depth, image
width, and resolution to perform well on different computer
vision tasks.

C. Network training details

Each selected network follows a pipeline of three main
steps: image pre-processing, feature extraction, and age es-
timation. In the image pre-processing step, the panoramic
radiographs are resized to standardize the sizes of the images.
We create some augmentations provided by the albumentations
package, such as resize, contrast, brightness and horizontal
flip. In the feature extraction step, the feature extraction
capability of the pre-trained deep learning model was applied.
Finally, age estimation is performed using a linear layer
function that takes the extracted features as input and predicts
the age of the individual.

In our approach, we utilize the rectified linear unit (ReL.U)
activation function for all layers, including the output layer.
During the training process, we employed the Adam and
NAdam optimizers. We set the learning rate to 10, which
controls the magnitude of parameter updates during training.
To measure the performance of the model during training, we



TABLE III
OUR (MAE) RESULTS (A) DISTRIBUTED BY THE SAME AGE GROUPS AS IN [20] (B). NOTE THE SIZE OF THE DATASETS IN ”Sar ace” RAW (BOLD) IN
BOTH TABLES). [20] DOES NOT PROVIDE THE AMOUNT OF IMAGES PER AGE GROUP.

Age group | Images ViT ConvNeXt-V2 | EffNetV2-S | EffNetV2-L | EffNet-BO | EffNet-B7 Age group | Images [20]
Si5-19 137 5.75 14.44 4.04 2.76 3.87 2.69 Si5-19 - 11.80
S20-24 182 6.32 9.39 4.46 3.44 4.55 3.12 S20-24 - 297
S25.29 156 6.50 4.21 5.27 4.54 5.48 4,53 S25.29 - 3.02
S30-34 136 7.42 1.23 6.23 5.35 5.67 4,13 S30-34 - 3.27
S35.39 98 6.89 5.59 6.51 6.54 5.64 4,08 S35.39 - 3.63
S40-44 81 7.12 10.94 7.78 7.54 5.74 4,40 S40-44 - 4.47
S45.49 104 7.31 15.56 9.14 7.94 5.92 4,75 S45.49 - 5.54
S50-54 57 6.33 20.39 8.35 6.21 6.52 5,37 S50-54 - 4.25
Ss5.59 43 6.23 25.24 8.35 6.69 6.26 4,60 S55.59 - 5.76
S60-64 31 11.06 31.03 10.52 9.717 8.66 8,36 S60-64 - 3.29
S65-69 29 13.25 35.22 10.90 9.43 7.44 8,02 S65-69 - 11.25
S70-74 16 17.80 40.58 10.59 14.00 11.66 10,91 S70.74 - 3.90
S75.79 5 22.46 44.11 18.59 13.64 13.09 11,90 S75.79 - 12.97
Sall age 1,075 7.40 11.78 6.55 5.65 5.64 4.46 Sall age 403 3.96

(a)

use two loss functions: mean squared error (MSE) and mean
squared log error (MSLE). MSE computes the average squared
difference between the predicted and actual ages, providing
a measure of how well the model captures the overall age
estimation error. On the other hand, MSLE computes the
average squared logarithmic difference between the predicted
and actual ages, which can be particularly useful when the age
distribution is skewed or spans a wide range of values.

V. RESULTS AND DISCUSSION

The MAE of the networks was calculated by using the test
split, that is, 1075 images, corresponding to 15% of the whole
dataset. However, it is important to consider the composition of
the data, as indicated in Table II. The dataset predominantly
consists of samples from adult age groups, with a minority
representing individuals aged 51 to 90. Consequently, when
analyzing the results of the models with the test data, the
difference in the number of samples across age groups should
be taken into account.

Another important point that should influence the result
analysis is recognizing the impact of the differences in the
changes that teeth undergo throughout a person’s life. As
individuals get older, tooth development ceases, and other
factors, such as calcification and caries, become the primary
drivers of changes in the maxillomandibular region. External
damage and dental interventions accumulate over time, leading
to alterations in teeth and bones. These changes can wear down
or completely obfuscate age indicators, making age estimation
more challenging. Conversely, younger individuals do not
experience the same level of wear and tear over time, and
the presence of developmental indicators generally makes age
estimation for children or teenagers more accurate. Consider-
ing these factors, it becomes evident that age estimation using
panoramic radiographs is influenced by various complexities
associated with dental development, external influences, and
age-related changes.

Table III shows a comparison between the MAEs of ViT,
ConvNeXt-V2, EfficientNetV2-S, EfficientNetV2-L, Efficient-
Net B0, and EfficientNet B7. The evaluation presented in [20]
was included in (b) as a baseline reference for our work.
When considering each age group, the number of samples in
our datasets decreases. Considering all ages (Sy;), the MAE
of ViT is equal to 7.4 and ConvNeXt-V2 is equal to 11.78,
which were significantly higher than the other networks. The
EfficientNetV2-S presented an MAE of 6.55 years, while the
MAEs of EfficientNetV2-L and EfficientNet BO were almost
equals (demonstrated also by the plots in Figs. 2d and 2e).
The best result were reached by EfficientNet B7 with a MAE
= 4.46.

When evaluating and comparing the networks, the MAE
of all networks decreased as the actual age of the subjects
dropped. EfficientNet B7 performed the best across multiple
age group averages than any other, with the smallest MAE in
the ranges of 35-39 and 40-44. Indeed, B7 stood out in the
age groups above 35 years. In the same way, for the age group
from 15 to 19, EfficientNet V2-L obtained an MAE of 2.76.
It is noteworthy that Milosevic et all (2022) [20] (average
MAE = 3.96) used a dataset whose size is 52% of ours,
which certainly contributed to its better performance (there
is not information about the number of images used in each
age range). As mentioned, estimating age in adults is a more
difficult problem with higher expected errors.

Figure 2 shows the results of a regression analysis using
R? for all networks. Among them, EfficientNet B7 exhibits
the highest R? value of 80%, indicating a strong positive
relationship between the predicted and actual ages. In contrast,
ConvNeXt-V2 demonstrates the weakest correlation (R? = 0)
while ViT and EfficientNetV2-S showed a moderate correla-
tion with respectively R> = 56% and 63%). The reasons for
these discrepancies are unclear, but larger datasets, different
preprocessing techniques, and adjustments of the hyperparam-
eters could potentially improve the networks’ performance.
Further investigation is needed to understand better and en-
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Fig. 2. Regression analysis of the networks: (a) ConvNeXt-V2, (b) ViT, (c) EfficientNetV2-S, (d) EfficientNetV2-L, (e) EfficientNet B0, and (f) EfficientNet

B7 estimations compared to real age.
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Fig. 3. Average attention maps provided by the EfficientNet B7 features (considering all images) on the dental development stage: youth (S;;-9 (a)), young-

adult (S3140 (b)), adult (Ss1.60 (c)) and elderly (Sgi.90 (d)).

hance the accuracy of these models.

The Grad-CAM [28] heat map (average on all images in
the age range) based on EfficientNet B7 provides valuable
insights into age estimation for different age groups. In the
case of a young man (Fig 3a), the heater areas concentrate
on the lower teeth (orange areas) primarily on molar region
(red area). However, as we examine a sample of young adults
(20-40 years) (Fig. 3b), the orange area is on the lower teeth,
but no red area is observed inside the mouth. In adults (40-60
years)(Fig. 3c), red spots were observed in the lower teeth’
alveolar bone area. For older adults (60+ years) (Fig. 3d), the
heater area is on the posterior area of the mandible, on the
alveolar bone. These patterns imply that age estimation for
these age groups involves not only the teeth but also the alve-
olar bone (that may be lost with aging). Notably, the heat maps
of all samples consistently reveal a concentration of shades of
red outside the mouth. These findings raise concerns about
the interpretability of features used in age estimation from
panoramic images. Younger individuals exhibit more distinct

dental features, influencing age estimation. As individuals age,
changes in bone structure and cumulative aging effects become
more prominent, shifting the model’s attention to different
areas of the panoramic radiograph.

VI. CONCLUSION

Age determination in dentistry traditionally relies on manual
measurements conducted by highly trained specialists, which
can introduce human error and result in inconsistent age
estimations. To overcome this challenge, automatic methods
have emerged, particularly through the analysis of panoramic
radiographs. This paper takes a methodological approach to
revisit age estimation in this context, introducing a publicly
available dataset and conducting a comprehensive analysis of
different classes of deep-learning networks. Unlike previous
studies, our dataset is the largest and exhibits significant
variability, enabling more unbiased conclusions.

The choice of network architecture plays a crucial role
in age estimation results. However, it is worth noting that



